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Abstract & Motivation

• Machine Learning—particularly Large Language Models (LLMs) in the last 5

years—has profoundly reshaped CS research

• Effect is mutual: LLMs provide both research subjects and auxiliary tools

• Already visible: foundational course exercise sheets are being solved or

auto-verified by readily available, fairly precise models
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Part I: Historic Development of ML and AI

From the beginning to the Transformer era



Machine Learning: From Perceptrons to Transformers

Early foundations (1950s–1970s):

• Perceptron (Rosenblatt, 1958): Single neuron, limited expressivity

• First AI Winter (1970s): Overpromising, limited compute, fundamental

limitations discovered

Connectionism revival (1980s–1990s):

• Backpropagation (Rumelhart, Hinton, Williams, 1986): Enabled multi-layer

neural networks

• Second AI Winter (late 1980s): Vanishing gradients, computational bottlenecks
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Machine Learning: From Perceptrons to Transformers

Deep learning era (2012 onwards):

• Deep CNNs (Krizhevsky et al., AlexNet 2012): GPU acceleration, large datasets

(ImageNet)

• RNNs, LSTMs, GRUs (1997–2014): Sequence modeling with memory, but slow

and limited long-range dependencies

Transformer breakthrough (2017 onwards):

• “Attention Is All You Need” (Vaswani et al.): Parallel self-attention replaces

recurrence

• Foundation for GPT, BERT, and modern LLMs; avoided RNN bottlenecks
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Timeline: Key Milestones and AI Winters

1950s 1970s 1986 1990s 2012 2017 2022 2025

Perceptron AI Winter 1 Backprop AI Winter 2Deep LearningTransformers GPT-3.5/4 Scaling Laws

Key insight: Each breakthrough overcame a fundamental limitation:

• Backpropagation: training of deep networks

• Transformers: parallelization and long-range modeling

• Large-scale data + compute: emergence of general-purpose reasoning
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Part II: Transformer Architectures

Understanding self-attention and recent advances



Self-Attention: Query, Key, Value

Core idea: Each position attends to all other positions in parallel

Mathematical foundation:

• From input sequence, compute three representations: Query (Q), Key (K),

Value (V)

• Queries ask “what information do I need?”

• Keys respond with “I have this information”

• Values contain the actual information to pass forward

Attention formula:

Attention(Q,K ,V ) = softmax

(
QKT

√
dk

)
V

where dk is the key dimension (scaling prevents vanishing gradients).
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Self-Attention: Query, Key, Value

Computational advantages:

• All positions compute attention in parallel (vs. RNNs which are sequential)

• Captures long-range dependencies directly without multiple hops

• Scaling:
√
dk normalization stabilizes gradients

Multi-head attention: Run multiple independent attention operations; each head

captures different representation subspaces (syntax, semantics, anaphora, etc.)
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Transformer: Architecture Overview

Input Tokens

+ Positional

Encoding

Multi-Head

Attention

Feed-Forward

Network

×N Layers

Output

Layer Norm

Layer Norm

Key components:

• Positional encodings: Sine/cosine

functions encode token positions

(transformers have no recurrence, so

position must be explicit)

• Layer normalization: Stabilizes

training by normalizing activations

• Residual connections: Enable

gradient flow in deep networks (not

shown, but critical)

• Scaling: N identical layers, each

with multi-head attention and

feed-forward
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Recent Advances: Beyond Transformers

1. Instruction Tuning & Alignment:

• Fine-tune base models on human-written instructions

• RLHF (Reinforcement Learning from Human Feedback): Use human

preferences to align outputs with user intent

• Result: More helpful, truthful, and less toxic responses

2. Tool Use & Agents:

• LLMs decide when and how to call external tools (calculators, code interpreters,

APIs)

• Enable multi-step reasoning and grounding in external reality
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Recent Advances: Beyond Transformers

3. Retrieval-Augmented Generation (RAG):

• Query external document corpus, retrieve relevant passages

• Ground model responses in retrieved documents (reduces hallucination)

• Enables integration of proprietary or up-to-date knowledge

4. Agentic RAG:

• Embed agents in RAG pipelines for iterative, multi-hop retrieval

• Dynamically reason about which documents to retrieve and when

5. Failure modes:

• Limited at perfect arithmetic, deep symbolic reasoning, formal verification without

external solvers

• Hallucination is inherent; mitigated via integration with symbolic tools
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Retrieval-Augmented Generation (RAG) in Detail

Problem: LLMs trained on fixed data; hallucinate when asked about recent or

proprietary information.

RAG Pipeline:

1. User query enters the system

2. Retrieval: Compute embedding of query, search document corpus (via vector

similarity), retrieve top-k passages

3. Context window: Insert retrieved passages into the prompt (context)

4. Generation: LLM generates response, grounded in retrieved documents

5. Output: Response with explicit document citations
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Retrieval-Augmented Generation (RAG) in Detail

Advantages:

• Reduces hallucination by grounding in real documents

• Extends knowledge window beyond training data

• Enables proprietary knowledge bases without retraining

• Cost-effective: avoid expensive model retraining

Limitations:

• Retrieval quality is bottleneck (poor retrieval ⇒ poor generation)

• LLM may still misinterpret or misweave retrieved context

• Works best when query is well-formulated and document corpus is clean
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LLM Example: Kimi K2 Thinking

What it is: An open-weights “thinking” LLM designed to interleave step-by-step reasoning

with dynamic tool use for long-horizon tasks.

Key advantages:

• Deep multi-step reasoning with stable tool orchestration across 200–300 consecutive tool

calls (long-horizon agency).

• Quantisation aware training, enabling 2× faster serving in practice.

• Strong benchmark results on complex reasoning tasks (e.g., HLE, BrowseComp),

competitive with larger proprietary models.

• Open weights and broad ecosystem availability (e.g., Hugging Face, Ollama) for

local/private deployment and customization.

• Significantly lower training cost (∼4.6 Million USD)
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Part III: ML in Theoretical CS

Three concrete research applications



Research Topic A: Model Checking with Learned Heuristics

Problem framing:

• Model checking for temporal logics (LTL, CTL/CTL∗, µ-calculus) reduces to
solving parity games

• Parity games are challenging; naive algorithms are exponential in worst case

• Goal: Learn heuristics to guide traversal toward winning states faster

Core idea:

• Train a neural heuristic policy on a corpus of hard instances

• Policy predicts which game states or moves are “closer” to a solution

• Use ML-guided search instead of exhaustive symbolic search

• Important: The heuristic is guidance only—the underlying solver must remain

sound
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Research Topic A: Model Checking with Learned Heuristics

Baselines & solvers:

• OTFUR: On-The-Fly algorithm for Untimed Reachability games (linear time

complexity in the size of the underlying game)

• Zielonka’s algorithm: Divide-and-conquer, exponential worst-case but good in

practice

• Other approaches: strategy improvement, fixpoint iteration

Prior work: Graph representation learning for LTL (OCTAL) shows promise

Available Architectures: Graph Attention Networks (GATs), Graph Convolutional

Networks (GCNs)
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Research Topic A: Implementation Sketch in OCaml

Recommended OCaml ML library:

• OCANNL (OCaml Compiles Algorithms for Neural Networks Learning):

from-scratch compiled deep learning framework

• Integrates with TensorFlow via OCaml bindings for GPU acceleration

• Functional-first design aligns well with OCaml’s semantics

Evaluation metrics:

• Time-to-solution: Cumulative runtime ANN + solver

• Generalization: Test on unseen game sizes and structures

• Component contributions: Ablations to understand which parts matter

Fit for research: Excellent thesis topic for ML-interested students (bridges ML and

formal verification)
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Research Topic B: Automated Proofreading/Formalisation

Goal: Given a natural-language proof, automatically

1. Identify logical steps and claims

2. Track premise dependencies

3. Detect gaps, inconsistencies, missing cases

4. Optionally auto-formalize into Lean, Coq, Agda, or Isabelle

Tagline: “We have formal proof assistants, can we have informal ones?”

Pipeline:

Segmentation Dependency Local Check Gap Detection

Key challenge: Bridge the “rigor gap” between informal and formal math
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Research Topic B: Data, Metrics, and Challenges

Data sources:

• Lean Zulip chat archives (Lean community discussions)

• Coq reference manual examples

• arXiv preprints with hand-annotated proof structures (limited availability)

• Synthetic proofs generated from formal specifications

Evaluation metrics:

• Soundness: Does the proofreader correctly identify actual gaps?

• Coverage: What fraction of claims are successfully analyzed?

• Edit distance: How close is auto-formalized proof to ground truth Lean/Coq

code?
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Research Topic C: LLM-Agent Correctness via Logic

Observation: LLMs often make mistakes on formal reasoning due to hallucination and

imprecision

Solution: Integrate semantic parsing and constraint solving

1. Semantic parsing: Convert natural language to first-order logic (FOL)
▶ E.g., “Alice owns a car” ⇒ ∃x . owns(Alice, x) ∧ car(x)

2. Ontology/world-model: Define constraints, entity types, relations formally

3. Model checking: Pass FOL to SMT/SAT solver (Z3, CVC5) or formal model

checker; get (definitive) answers

4. Feedback loop: If solver rejects a candidate, use counterexample to refine LLM

output

Key insight: Couple LLM’s language understanding with formal solver’s guaranteed

correctness
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Research Topic C: Parse-Solve-Refine Loop & Complexity

Parse-Solve-Refine loop:

Parse to FOL Model Check Valid?

Refine (LLM)

No

Yes
Output

Choice of logic matters:

• Expressive logics (full first-order logic, higher-order logic): Undecidable ⇒ model

checker may not terminate

• Simple logics (EL, propositional): Tractable complexity, recommended for
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Research Topic C: Parse-Solve-Refine Loop & Complexity

Evaluation:

• Datasets: Logic puzzles, commonsense reasoning benchmarks

• Metrics: End-to-end correctness, number of refinement iterations,

time-to-convergence

Risks:

• Underspecification: Natural language is ambiguous; ontology may be incomplete

• Ontology gaps: Entity relations not formalized ⇒ solver cannot determine

satisfiability
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Part IV: ML in our Daily Work

How to use LLMs effectively



ML as a Daily Tool: Safe, Low-Risk Uses

Literature & Administrative:

• Literature triage: rank papers by relevance to a query

• Automated abstracts & BibTeX drafting from arXiv metadata

• Boilerplate code generation, unit test stubs

Writing & Presentation:

• LaTeX macro design, Beamer slide layout suggestions

• TikZ diagram drafting, figure generation

• Grammar & stylistic editing (always review manually)
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ML as a Daily Tool: Safe, Low-Risk Uses

Proof Assistance (Limited):

• Sanity checks: “Does this proof structure make sense?”

• Remember: LLMs cannot certify correctness

• Always defer to formal verification tools, peer review, or domain experts

Key principle: Use LLMs for boilerplate and exploration - not for assertions of

mathematical correctness
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Best Practices: Prompt Engineering, Reproducibility, Privacy

Effective prompting:

• Chain-of-thought: Ask model to “think step-by-step”

• Few-shot examples: Provide 1–3 worked examples in the prompt

• Explicit constraints: Specify output format, domain restrictions

Reproducibility & logging:

• Maintain a prompt logbook: record prompt, model version, temperature, output

• Version your prompts like code

• Document which tasks require manual verification
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Best Practices: Prompt Engineering, Reproducibility, Privacy

Hallucination mitigation:

• Hallucination is fundamental, not a bug

• Use Retrieval-Augmented Generation (RAG) to ground responses in documents

• Integrate external tools: code interpreter, formal solver, reference checker

Privacy & security:

• Don’t send sensitive data (breakthrough work, proprietary algorithms) to cloud

LLMs

• For proprietary work: consider local models (Llama, Mistral) if feasible

• Redact personally identifiable information (PII) before uploading
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Personal Experience

Proving:

• Ask a lightweight LLM to generate a professional prompt (easy step with big

effect)

• LLMs have a strong relevance bias

• Don’t ask for just one option, although you believe it’s right (proof or

counterexample)

• Don’t hesitate to open up a new chat (delete the context)

Vibe-Coding:

• Implement step by step, not all at once

• Ask for bugfixes, also for your toolchain

Remember: Inference in LLMs is compute and energy expensive
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Risks & Limitations: Open Problems

Limitations:

• LLMs face inherent limitations on precise formal reasoning without external tools

• Hallucination is provably inevitable for general reasoning

• Limited reasoning depth; multi-step tasks degrade quickly

• Cost (API calls, compute) may be prohibitive for large-scale applications

Open research questions:

• Can neural-guided heuristics provably outperform naive symbolic solvers on model

checking?

• How to automate formalization while maintaining soundness?

• What is the minimal ontology needed for robust semantic parsing?
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Conclusion & Key Takeaways

Summary of key insights:

1. Machine learning history shows cycles of breakthrough and limitation

2. ML offers some promising research avenues:

▶ Heuristic-guided model checking
▶ Automated proof proofreading & formalization
▶ Neuro-symbolic reasoning with formal solvers

3. For daily work: Use ML for boilerplate, writing, exploration—not for rigorous

proofs

Use LLMs as a research assistant, not a research replacement
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